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Abstract

We propose an algorithm for preventing race conditions in the evaluation of the surface integral contributions in edge-based

CFD solvers by coloring the faces (or edges) of the computational mesh. We use a partitioning algorithm that separates

the edges of triangular elements into three groups, the faces of quadrilateral and tetrahedral elements into four groups, and

the faces of hexahedral elements into six groups. Our method is also applicable to hybrid meshes. We then extend this

partitioning to adaptively refined, nonconforming meshes. We use the coloring to reduce code memory requirements by

eliminating buffering. The coloring is also used to renumber and reorder elemental data to optimize reading and writing to

memory, thus reducing access latencies and accelerating computations.

Keywords: edge coloring, race condition, parallel computing, GPU computing, unstructured meshes, discontinuous

Galerkin method, mesh adaptation

1. Introduction

Graphics processing units (GPUs) are massively parallel platforms that have become useful in computational fluid dy-

namics (CFD) solvers. The compute capacity of NVIDIA GPUs is quite impressive; single and double precision arithmetic

throughput can exceed 1 TFLOP/s depending on the model. Practically, such high FLOP rates are only achieved if the

GPU’s limited memory bandwidth is used judiciously. Therefore, algorithms appropriate for GPUs have high arithmetic5

intensity, or in other words, a high ratio of arithmetic operations to data transfer. GPUs store data in shared memory and

manipulate them by processes that solve the problem in parallel. If multiple processes, or threads, write simultaneously to

the same memory location, a race condition is created and computations can have unpredictable results [1]. Therefore, care

must be taken to develop algorithms that do not lead to race conditions.

Mesh preprocessing techniques on multi-CPU architectures include domain decomposition, e.g., the METIS [2] scheme,10

whereby the goal is to equally distribute degrees of freedom to the processors while minimizing interprocessor communication.

This is not to be confused with the procedures presented in this work; we outline several effective mesh preprocessing practices

applicable to parallel unstructured CFD codes that (1) optimize GPU data transfers and (2) avoid contentious memory

accesses on shared memory machines. Our results have been implemented on NVIDIA GPUs; however, our technique that

optimizes data transfers is also applicable to AMD models running OpenCL. More generally, our approach that prevents race15

conditions can be applied to any parallel architecture with shared memory.

1.1. CUDA

NVIDIA’s CUDA (Compute Unified Device Architecture) is an application programming interface (API) for general

purpose GPU computing on NVIDIA GPUs. In the CUDA programming model, the CPU is known as the host and the GPU
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is known as the device. The host directs the device through API calls that transfer memory and execute parallel algorithms,20

called kernels. Kernels are executed by threads in parallel, or in lock-step, i.e. in a Single Instruction Multiple Data (SIMD)

fashion. That is, the same instruction set is executed on different data units simultaneously.

There are many design considerations that must be taken into account when formulating a kernel. The programmer is

tasked with mapping data elements to threads such that memory contention (race conditions) is avoided, while also ensuring

memory is accessed in an efficient manner for optimal (coalesced) memory transfers.25

Warps are collections of thirty-two threads. They are grouped into blocks of a size determined by the programmer. The

entire collection of blocks constitutes all the parallel elements of a kernel. Though it is possible to implement a synchronization

point across the threads in a specific block, the only way to synchronize across all threads in a kernel is by exiting the kernel.

Upon kernel termination, the programmer is guaranteed that all threads have completed their respective work. This is crucial

to know when designing kernels that may present race conditions. We will elaborate on race conditions in CFD codes in30

Sections 1.2, and 1.4.

There is a complex memory hierarchy on NVIDIA GPUs that we only briefly summarize here. Global memory is shared

among threads and is located in GPU video memory (DRAM). Modern NVIDIA GPGPU platforms such as the NVIDIA

Tesla K40, have 12 GB of global memory available. Thread local memory is located on low-latency registers, or, if the registers

are full, there is spillage into global memory. The programmer can minimize the effect of high latency global memory accesses35

through efficient data access patterns, i.e. coalesced reads and writes, and minimizing the number of reads and writes to

global memory. An optimized data flow on the GPU entails a coalesced load of data from global memory, manipulation of

these data in the registers, then a coalesced write back to global memory. We will elaborate on coalesced access techniques

in Section 1.5.

1.2. The discontinuous Galerkin method40

A race condition can arise in the evaluation of the surface integral in discontinuous Galerkin (DG) and finite volume type

numerical methods. We will illustrate this issue on an example of the DG method used to discretize the conservation law

∂

∂t
u +∇ · F(u) = 0, (1)

with the solution u(x, t) = (u0, u1, ..., uN−1)ᵀ, (x, t) ∈ Ω× [0, T ], and the flux function F(u). We divide the domain Ω into a

mesh of elements, e.g., triangles, quadrilaterals, tetrahedra for two and three-dimensional problems. Discretizing (1) on this

mesh with the DG method yields the scheme

d

dt
ci,j =

∫
Ωi

F(Ui) · ∇vi,jdΩi −
∑
q

∫
Ii,q

vi,jF(Ui,Ukq
) · ni,qdIi,q, (2)

where the numerical solution Ui on the physical element Ωi is approximated by a linear combination of Np orthonormal basis

functions vi,j , i.e. Ui =
∑Np−1

j=0 ci,jvi,j with ci,j = [c0i,j , c
1
i,j , . . . , c

N−1
i,j ]ᵀ as the modal degrees of freedom (DOFs), with N

being the number of equations. The numerical flux F(Ui,Ukq
) is computed on the surface shared by adjacent cells Ωi and

Ωkq
, and ni,q is the outward facing normal on the qth surface of element i. We refer to the elements that share the surface

ek as the left and right elements of that surface. We arbitrarily designate which element is ‘left’ and which is ‘right’ for an

edge, with the exception of boundary edges. The boundary conditions are enforced with ghost cells. These ghost cells are

always designated as the right elements of edges on the boundary of Ω, i.e. ∂Ω. Depending on the dimension of the problem,

surfaces of the element Ωi can geometrically be either edges (of, e.g., a triangle) or faces (of, e.g., a tetrahedron). When

discussing the geometrical finite element mesh, we will mostly discuss edges although the ideas are applicable to faces as well.
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Advancing the numerical solution in time consists of two compute kernels that efficiently evaluate the right-hand side of (2)

for a standard Runge-Kutta time integrator, i.e. the volume terms∫
Ωi

F(Ui) · ∇vjdΩi (3)

and the surface terms

−
∫
Ii,q

vj,qF(Ui,Ukq
) · ni,q dIi,q. (4)

As the volume and surface integral contributions can be computed cell-by-cell and face-by-face, respectively, the method is

predisposed to applications on highly parallel GPU architectures [3]. We now summarize the design considerations for the

implementation outlined in [3].45

1.3. DG on GPUs

All the data required for computation of the right-hand-side of (2) are stored directly in GPU video memory, i.e. global

memory. We organize the DOFs into N × 1
2 (p + 1)(p + 2) arrays, double *c[N][Np], where the first index refers to the

equation number and second index refers to the basis function number, i.e. one array per basis function per equation.

Similarly, the evaluated right-hand-side is stored in the arrays double *rhs[N][Np]. These arrays are stored elementwise;50

that is, the data c[0][0][k], c[0][1][k], ..., c[0][Np -1][k] and rhs[0][0][k], rhs[0][1][k], ..., rhs[0][Np -1][k]

are all associated with the same equation in system (1) and element, in this example, the first equation and kth element.

The first kernel, eval volume, launches one thread per element Ωi; each thread first loads the DOFs of the element

allocated to it, then evaluates the volume integral terms in (3) and stores the result elementwise in the arrays rhs. As all the

data accessed in this kernel are stored elementwise, global memory accesses are coalesced. In Figure 1, we see that thread m55

accesses the mth position of arrays storing data elementwise per equation and per DOF, i.e. c[0][0][m], c[0][1][m], ...,

c[0][Np -1][m] and rhs[0][0][m], rhs[0][1][m], ..., rhs[0][Np-1][m].

Likewise, the second kernel, eval surface, launches one thread per edge ek; each thread evaluates the surface integral

terms in (4) for the edge allocated to it and adds the result to rhs. Due to the elementwise ordering of the DOFs some

uncoalesced reads from c and writes to rhs are inevitable; this is because sequential edges may not necessarily have sequential60

left or right elements. Further, the surface contribution involves writing data to memory locations for both Ωi and its

neighbors. We illustrate this with an example on a simple mesh in Figure 2. The threads tk and tj are tasked with

computing the surface terms along edges ek and ej , respectively. Once this is done, the threads must save the result at

memory addresses corresponding to the edge’s left and right elements, i.e. tk writes the surface contribution to memory

locations for Ω0 and Ω1, and tj writes to locations for Ω1 and Ω2. If both threads write simultaneously to the address for65

Ω1, a race condition will occur.

1.4. Resolving the race conditions

Race conditions can be avoided in a number of fashions. First, each process can be given a portion of buffer memory

such that no two processes store their result at the same location. For example, process j could write data for its left and

right element to addresses 2j and 2j + 1, respectively. Subsequently, these data in the buffer can be combined using an70

additional parallel kernel [3, 4, 5]. The downside of this approach is the extensive use of buffer memory for intermediate

calculations. The length of these buffer vectors is the number of DOFs per element times the number of surfaces; we report

the memory requirements of these buffers in Section 5.1. Atomic operations have also been proposed, but may degrade the

solver’s efficiency by an order of magnitude [3]. Finally, the element-wise surface integration approach has been discussed

and shown to be suboptimal in [3, 6, 5], as fluxes at surface integration points are evaluated twice.75
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thread idx 0 1 2 3 4 5 6 7 8 9

c[0][0] c00,0 c01,0 c02,0 c03,0 c04,0 c05,0 c06,0 c07,0 c08,0 c09,0

c[0][1] c00,1 c01,1 c02,1 c03,1 c04,1 c05,1 c06,1 c07,1 c08,1 c09,1

...

c[N-1][Np-1] cN−1
0,Np−1 cN−1

1,Np−1 cN−1
2,Np−1 cN−1

3,Np−1 cN−1
4,Np−1 cN−1

5,Np−1 cN−1
6,Np−1 cN−1

7,Np−1 cN−1
8,Np−1 cN−1

9,Np−1

Figure 1: eval volume coalesced read access pattern.

Ω2

Ω1

Ω0

ek

ej

tk tj

Ω0 Ω1 Ω2memory

Figure 2: Sample mesh (left); threads tk and tj both write surface contributions to the memory location for Ω1 (right).
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Figure 3: An example of edge coloring. Each triangle has edges of distinct, non-repeated colors 1, 2 and 3.

Another approach to avoid a race condition is coloring the surfaces of the mesh. The surfaces of a mesh can be colored

into separate groups such that no element possesses surfaces that belong to the same color. A sample two-dimensional mesh

and a possible edge coloring are shown in Figure 3. Each edge has a color (1,2, or 3) and no triangle has multiple edges of the

same color. Clearly, three is the minimum number of colors for this element geometry. Once the set of edges is partitioned

into three groups, the surface contributions can be evaluated color-by-color and added to rhs as shown in Algorithm 1.80

Because no edges in a color group share the same element, there will be no memory in contention, that is, the race condition

will be avoided. This eval surface kernel evaluates all the contributions for edges of a single color and exits, guaranteeing

kernel-wide synchronization. There will be as many kernel launches of eval surface as there are edge colors in the mesh.

Edge coloring has been used in the context of MPI computing, for example [7], to distribute edges between cores. It

has also been used in GPU computing, e.g. [8, 9], where they were not concerned with using the optimal number of colors.85

Typically, a naive greedy coloring algorithm will loop through all surfaces in the mesh. On each surface, the face colors

of its left and right element are checked. Then, the first available color is assigned to the surface. This greedy algorithm

will yield meshes of a maximum five colors for triangular elements, and a maximum of seven colors for quadrilateral and

tetrahedral elements. This is not the minimum number of colors possible for these element geometries. In this work, we use

an edge coloring heuristic that results in an optimal number of colors for a variety of element geometries. This allows for90

a reduced number of kernel launches and streamlining of the code. The overhead associated with launching extra kernels

is minor for GPUs, but non-negligible for multi-core CPUs [8]. Our testing on GPUs has shown that using a suboptimal

number of colors does not significantly influence solver efficiency, see Table 10. However, an excessive number of colors can

be a detriment to code simplicity. For example, with tetrahedral elements a greedy coloring algorithm would yield seven

colors versus our algorithm which yields the optimal four colors. Further, for calculations with adaptive mesh refinement,95

the number of required colors will increase. Therefore, for code simplicity and a reduced number of kernel launches, it is

worthwhile to use the fewest possible number of colors to partition the set of edges in the mesh.
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Algorithm 1 Surface contribution evaluation

1: procedure surface evaluation(color)

2: for i ∈ {1, 2, ..., Ncolors} do

3: eval surface(c, rhs, i)

4: synchronize threads across all blocks

(i.e. exit surface evaluation kernel)

5: end for

6: end procedure

7: procedure eval surface(c, rhs, color)

8: for all edges ek of color i in parallel do

9: [l,r] ← the indices of the left and right elements of the edge ek

10: for n ∈ [0, ..., N − 1] do . for each equation

11: for j ∈ [0, ..., Np − 1] do . for each basis function

12: rhs[n][j][l]← left surface contribution for Ωl along ek

13: rhs[n][j][r]← right surface contribution for Ωr along ek

14: end for

15: end for

16: end for

17: end procedure

1.5. Data renumbering and reordering

In order to improve the performance of unstructured CFD solvers, elements and faces may be ordered in memory to reduce

memory access latencies, e.g., space-filling curves and the bin-ordering method have been used on single and multi-processor100

machines [7, 10, 5]. The speed-up observed depends on the hardware architecture [7] and software implementation. Various

renumbering techniques are compared in [11] based on the performance of an edge-based solver for the Euler equations. A

maximum speed-up of approximately 1.35x was obtained compared to the unordered output from the mesh generator. In

[12], a renumbering and reordering scheme is proposed to optimize data transfers in a GPU solver. First, paths along the

geometrical edges of the computational mesh are found. Based on these paths, data are reordered and the edges of the mesh105

are colored. The proposed optimizations have been observed to accelerate solver execution by as much as 1.5x compared to

a bandwidth minimization renumbering. In this work, we adapt the ordering and numbering scheme of [12] to our numerical

method, and show that using a minimal number of colors maximizes the attainable speed-up in a DG-GPU solver [3].

Thus, to eliminate memory contention, reduce memory requirements, and speed-up computations, we color the surfaces

of the mesh into separate groups. This is a preprocessing step that is executed only once before launching the CFD solver.110

In Section 2, we give an explanation of the theory and describe approaches to achieve an acceptable edge coloring. Next,

in Section 3 we outline a simple algorithm whose objective is to seek a coloring with the minimum number of colors. First,

this algorithm applies a modified greedy coloring algorithm. It has linear complexity in the number of edges, but colors the

mesh imperfectly, i.e., certain surfaces remain uncolored. Then the created greedy coloring is post-processed to ensure all

surfaces are colored with the minimum possible number of colors. We numerically demonstrate that the coloring finishes in115

approximately linear time with respect to the number of edges in triangular, quadrilateral, and tetrahedral element meshes of

simple domains. The coloring algorithm is then extended to nonconforming meshes of triangles in Section 3.2. This procedure
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v2

v3

v1

n1

n2

l1

e1

Figure 4: A computational mesh (M) is shown with solid edges and square vertices. The mesh’s associated connectivity graph (G) has dashed

lines and circular nodes. We label certain vertices v, nodes n, edges e, and lines l of M and G.

is a simple mapping, that computationally is essentially free, thus it can be applied during runtime after the mesh is refined

and coarsened.

2. Face coloring120

The coloring of surfaces of the computational mesh can be related to a standard edge coloring problem from graph theory

for the element-wise connectivity graph. Given a computational mesh, we will now construct such a graph.

A computational mesh M(V,E,Ω) can be described by its vertices vi ∈ V , edges (or faces) ek ∈ E, and elements Ωi ∈ Ω.

For a given mesh, we can construct an associated graph G(N,L), by first placing a node ni ∈ N at the barycenter of the

element Ωi ∈ Ω. Further, two nodes ni, nj are connected by a line lk ∈ L when the elements Ωi and Ωj are adjacent, i.e.125

they share an edge (or face). In other words, G is a graph showing the connectivity between elements in the computational

mesh. This process is illustrated in Figure 4.

The number of lines in L incident on a node ni in N is called the degree of ni, deg(ni). Vizing’s theorem [13] states:

any graph can be edge colored with maxni∈N deg(ni) + 1 colors. That is, the connectivity graph of meshes with triangular

elements, which are of degree three, i.e. cubic graphs, can always be colored with four colors. Likewise, meshes with130

quadrilateral and tetrahedral elements, which are of degree four, i.e. quartic graphs, can always be colored with five colors.

Furthermore, for planar meshes of triangles, it has been shown that one can do better: only three colors are necessary

[14]. The proof is based on assigning a color to each geometrical vertex vi ∈ V of the planar mesh of triangles. The colors

must be placed such that no two vertices connected by a geometrical edge have the same color, i.e. a vertex coloring. By

the four color theorem for vertices [15], this can be done with four colors if the mesh is a planar graph. From this vertex135

coloring, it can be shown that a valid edge coloring with three colors is always possible. This result also holds for meshes of

triangles embedded on a sphere. Although it is not intuitive, such meshes are equivalent, i.e., isomorphic to planar graphs.

It should be noted that there exist cubic graphs, and therefore triangular meshes, for which an edge coloring requires

four colors. A nontrivial cubic graph whose edge coloring requires four colors is known as snark [16]. Snarks are non-planar,

therefore as expected they are not the connectivity graphs of a triangular mesh on a plane or sphere. However, there exist140

snarks that can be embedded on a torus (i.e. a surface isomorphic to a doughnut), and double torus (i.e. a surface similar to
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Figure 5: A toroidal snark (the 18-node Blanuša snark [16]) and its corresponding triangulation, with the nodes and vertices labeled. The solid

lines correspond to the geometrical mesh M and the dashed lines correspond to the connectivity graph G. We map the torus to a rectangular

segment where the horizontal and vertical boundaries are periodic. Note: the nodes ni are not placed exactly at the element barycenters.

a torus with two holes) [16]. In Figure 5, we display one such triangulation on a torus discovered by Blanuša and presented

in [17]. Note the periodicity in the horizontal and vertical directions, corresponding to the closed nature of the surface.

Therefore, an edge coloring of a triangular mesh embedded on a surface with holes, i.e. a graph that is not isomorphic to a

plane, may require more than three colors.145

2.1. Approaches to coloring

The coloring algorithm resulting from the constructive proof of the four color theorem [15] is too complex for practical mesh

coloring because it requires the handling of hundreds of reducible configurations. However, there exist heuristic algorithms

that have been shown to terminate. The color exchange algorithm presented in [18] is a probabilistic algorithm that can be

applied to general graphs. It is composed of two stages: first the mesh is colored imperfectly with a greedy algorithm; next,150

a conflict resolution stage is completed to obtain an acceptable partitioning. During this last stage, the algorithm sometimes

enters a nonterminating loop. The loop can be broken by swapping colors in a prescribed manner. An alternative method

is to restart the entire algorithm with a new initial greedy coloring in the hopes that a loop is not encountered again. This

is the conflicting vertex displacement (CVD) algorithm for edge coloring graphs presented in [19]. We propose a simpler

implementation of the resolution algorithm for unterminating loops than the one presented in [18] that does not require155

recoloring the entire mesh like the one in [19].

3. Algorithm

A computational domain can be tessellated with polygonal elements in two dimensions and polyhedral elements in three

dimensions. We also consider examples of surface meshes of polygons in three dimensions. These elements have n edges

or faces on which a surface integral must be computed. Consequently, the smallest possible number of colors with which160

the edges or faces of a mesh can be possibly colored is Ncolors = n. For example, triangular and tetrahedral meshes can be

colored with three and four colors, respectively. We call the set of available colors C = {1, 2, ..., Ncolors}, e.g. C = {1, 2, 3} for

triangles and C = {1, 2, 3, 4} for tetrahedra. Our algorithm generalizes to arbitrary element geometries, and combination of
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(a) Triangle. (b) Quadrilateral. (c) Tetrahedron.

(d) Hexahedron. (e) Prism. (f) Pyramid.

Figure 6: Element geometries.

element geometries, i.e. hybrid meshes. We illustrate the approach on meshes of triangles, quadrilaterals, tetrahedra, prisms,

pyramids and hexahedra, see Figure 6, as well as hybrid meshes.165

We begin by describing the notation that will be used in the following subsections. The kth edge (or face) in the

computational mesh is named ek, and the ith element in the computational mesh is named Ωi. The two elements that share

ek are denoted by Ωkl
and Ωkr , i.e. the left and right element of edge ek. A nonconflicting coloring of an element Ωi is such

that the edge colors of Ωi do not repeat. A nonconflicting coloring of ek is such that both Ωkl
and Ωkr have nonconflicting

colorings.170

In the following pseudocode, we implement an edge as an object with attributes color, left elem, and right elem. These

variables are integers for an instance’s color, and references to the left, and right elements, respectively. When manipulating

lists, we adopt the following notation random.choice(conflict) returns a random edge in the list conflict. The function

conflict.remove(edge) removes the edge from the list conflict, and append(edge), e.g. conflicts.append(edge)

appends edge to the end of the list conflicts. The command [0]*n creates a list of length n, initialized with zeros. Finally,175

len(conflicts) returns the length of the list conflicts.

3.1. Coloring algorithm on conforming meshes

We now describe our coloring algorithm for conforming meshes. It is composed of two stages: a modified greedy coloring

procedure (outlined in Algorithm 2), followed by a conflict resolution step (outlined in Algorithm 3). An implementation

9



Algorithm 2 Modified greedy coloring

procedure Modified greedy Color

Initialize all edge colors to -1

for edge ∈ G do

Determine Ek and Ck for edge

if C \ Ck 6= ∅ then

edge.color ← random color in C \ Ck

end if

end for

end procedure

Algorithm 3 Conflict resolution

procedure resolve

edge← random.choice(conflicts) . edge ek, a random conflicting edge in the list

prev edge = edge . Initialize prev edge

while len(conflicts) > 0 do

Load Ek and Ck for current conflict, edge

switch get action(Ck, C) do

case RESOLVE

edge.color ← random color in C \ Ck

conflicts.remove(edge) . Remove resolved conflict

if len(conflicts) > 0 then . Get another conflict

edge← random.choice(conflicts)

prev edge = edge

end if

case DOUBLE . A new conflict must be created

[edge1, edge2, c] ← same color(Ek, Ck)

. two edges in Ek that share the same color c ∈ Ck

edge.color ← c

conflicts.remove(edge)

conflicts.append(edge1)

conflicts.append(edge2)

edge1.color ← −1

edge2.color ← −1

if len(conflicts) > 0 then . Get another conflict

edge← random.choice(conflicts)

prev edge = edge

end if

10



case SWAP . Conflict must be swapped

next edge← get next edge(Ek, C, prev edge)

edge.color ← next edge.color

next edge.color ← −1

prev edge← edge . Update previous edge

conflicts.remove(edge)

conflicts.append(next edge)

edge = next edge

end while

end procedure

procedure get action(Ck, C)

if C \ Ck 6= ∅ then

return RESOLVE

else if loop detected and conflict can be doubled then

return DOUBLE

else . Conflict must be swapped

return SWAP

end if

end procedure

procedure get next edge(Ek, C, prev edge)

return edge onto which the conflict can be moved such that it does not revisit prev edge.

end procedure

. Find two edges in Ek which share the same color

procedure same color(Ek, Ck)

return [edge1,edge2, c] where edge1 and edge2 are two edges ∈ Ek which share the same color c ∈ Ck.

end procedure

11



of these algorithms written in Python can be found at http://www.math.uwaterloo.ca/~lgk/coloring.html. To simplify180

the illustration, we describe the algorithm for triangular meshes. However, analogous arguments can be made for meshes of

other element geometries, such as quadrilaterals, tetrahedra, etc.

At the start of the coloring algorithm, the color of each edge is initialized to -1, meaning that all edges have not yet been

assigned a color. Then, the modified greedy coloring procedure passes through all edges ek in the mesh. The edge colors of

the left and right elements (Ωkl
and Ωkr

) of edge ek are checked. We call the set of these edges Ek, and Ck ⊂ C is the set185

of the colors of the colored edges in Ek. If possible, a nonconflicting color in C, i.e. a color in C \ Ck, is randomly assigned

to ek. A standard greedy coloring algorithm augments the set of colors when none are available to create a nonconflicting

coloring for Ωkl
and Ωkr . Instead of increasing the number of colors in C, our modified greedy coloring algorithm leaves edges

uncolored, i.e. with the placeholder -1, when there are no colors in C that yield a nonconflicting coloring. For example, in

step 1 of Figure 7, edge CB cannot be assigned a color without causing either triangle ABC or CBD to have a conflicting190

coloring. Uncolored edges are called conflicts.

We now describe the procedure that seeks to resolve the conflicts created by the modified greedy algorithm, with the

aim to obtain a nonconflicting edge coloring for all edges. We consider the uncolored edges one at a time. For an uncolored

edge ek, we exchange -1 with the color of an edge that belongs to Ωkl
or Ωkr

such that the number of conflicts does not

increase. For example, in Figure 7: step 1, the conflict on CB may be swapped with the color of either edge CA or CD.195

This operation does not increase the total number of conflicts in the mesh. However, swapping colors of BA and BC will

create a new conflict as BCD will have two edges with the same color, 3.

A simple geometric consideration reveals that a swap that does not increase the conflict count is always possible. After

the swap, the conflict can either be resolved by choosing a nonconflicting color or it can be propagated further. For example,

the conflict can be moved along the sequence of edges BC-CD-DF -EF as illustrated in Figure 7: steps 1, 2, 3, and 4. After200

that, the conflict on edge EF can be resolved by assigning it to color 2 (Figure 7: step 4). Conflicts generally cancel out one

another, or resolve once they reach a boundary edge. Once a conflict is resolved, we move on to another uncolored edge, i.e.

conflict, and try to resolve it.

Some conflicts will be resolved in a finite number of swaps, and some will create a loop and visit the same sequence of

edges. The latter case is illustrated in Figure 8: steps 1, 2, and 3. A loop is detected when the conflict is directed back to an205

edge that has already been visited. In this case, the algorithm attempts to break the loop by choosing a swap that increases

the number of conflicts by one. For a conflict on edge ek that is in a loop, we uncolor two edges of Ωkl
and Ωkr

that share

the same color, i.e. assign -1, to them. In step 4 of Figure 8, the conflict in a loop on edge AB is moved to both BD and

BF (two edges that previously shared the same color).

Thus, the number of conflicts in the mesh is increased by one. Instead of immediately doubling the conflict once a loop210

has been detected, variability in these subroutines may be introduced by first swapping the conflict a random number of

times on the loop, and then doubling it. The algorithm then moves on to resolve another conflicting edge in the mesh.

The greedy coloring runs linearly in the number of edges as each edge is only visited once. We do not have a proof that the

conflict resolution stage always terminates, so we cannot determine its theoretical complexity. However, on the rectangular

and prismatic domains considered in Section 4, the runtime seems to scale approximately linearly with the number of edges215

(or faces) in the mesh according to the timings.

3.2. Coloring algorithm on nonconforming meshes

In this section we propose a coloring algorithm for nonconforming, non-hybrid meshes of triangles which are often a result

of adaptive mesh refinement, see Algorithm 4. We assume that computations start with a conforming mesh as most CFD
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Figure 9: Child edge ordering.

codes do. The set of edges in the original mesh is partitioned using the algorithm described in Section 3. Based on this220

partition, we color the refined mesh using the minimum possible number of colors. This process can be performed naturally

in parallel on a GPU. The algorithm allows for easy transition between multiple levels of refinement without introducing

conflicts. In this section, we make an assumption that adjacent elements differ by at most one level of refinement, though

the idea can be extended to less smooth meshes.

Ordering convention: We now specify our ordering convention for edges and faces; this will facilitate the coloring scheme.225

The three edges of a parent triangle are ordered counterclockwise, e.g., the edges of triangle ABC in Figure 9a are ordered

AB, BC, and CA. The child ordering is determined counter-clockwise from the perspective of the parent edge’s left element.

We recall that the two elements that share an edge are arbitrarily designated as left and right elements of that edge, see

Section 1.2. In Figure 9, we show the edge AB being refined into two child edges. In Figure 9b, the edge’s left element is

ABC, which gives the child edge ordering AD, then DB. In Figure 9c, the edge’s left element is AFB, which gives the230

opposite child edge ordering, i.e. the first child edge is DB and the second is AD. Because every edge has a unique left and

right element, there is no ambiguity when specifying the first or second child edge of AB.
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Algorithm 4 Coloring of a nonconforming triangular mesh

1: procedure color . unmodified edges keep the same color

2: Ωr ← the set of elements flagged for refinement

3: Er ← the set of edges flagged for refinement

4: Ec ← the set of elements flagged for coarsening

5: for Ωi ∈ Ωr do

6: εi ← the set of Ωi’s edges (or faces) before refinement

7: ωi ← set of the new interior edges (or faces) created upon refining Ωi

8: for all interior edge ∈ ωi do

9: edge← get parallel edge(interior edge, Ωi)

10: interior edge.color ← edge.color

11: end for

12: end for

13: for ek ∈ Er do

14: γ ← the set of child edges (or faces) of ek

15: for all child ∈ γ do

16: child.color ← mapping(child)

17: end for

18: end for

19: Group the edges (or faces) of Ec that share the same parent together into the sets E1, E2, ..., one set per parent.

20: for all En ∈ {E1, E2, ...} do

21: parent← the parent of the edges (or faces) in En
22: child1← the first child edge (or face) of parent

23: parent.color ← child1.color

24: end for

25: end procedure

26: procedure get parallel edge(interior edge, Ωi)

return an edge that belongs to Ωi and that is parallel to interior edge. If there are multiple edges available, i.e.

these edges form a nonconforming edge, return the first child of their shared parent edge.

27: end procedure

28: procedure mapping(child edge)

29: m← the child number of child edge

30: return [(c+ 3m− 4) mod 6] + 1

31: end procedure

14



(a) Initial triangle. (b) Isotropic refinement. (c) Anisotropic refinement.

Figure 10: Isotropic versus anisotropic refinement on triangles.
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Figure 11: Isotropic refinement with edge colors.

One way a triangle can be refined is by splitting it into four smaller triangles by connecting the midpoints of its edges

as shown in Figures 10b (isotropic refinement). This might produce a nonconforming mesh if the adjacent element is not

refined (Figure 11b). We propose a coloring of these smaller triangles that doubles the number of colors initially present in235

the mesh to 6. This is the minimum possible number because a coarse element might have six refined neighbors (Figure 12).

We note that some refinement strategies [20] will refine elements with six neighbors to improve mesh smoothness, but for

completeness of discussion we do not do so here.

In Figure 11, triangle DBA is refined. Each parent edge is divided into two child edges of equal length, e.g. the edge

BA is split into BG and GA. The first child inherits the color of the parent, and the second child’s color is the parent’s240

color shifted by three. We can write this formally with the mapping cm = [(c + 3m − 4) mod 6] + 1 for the the mth child

edge on the parent edge, and c is the parent edge’s color. By the convention described above, the child edges are ordered

counterclockwise based on the edge’s left element, e.g., since the left element of edge BA is DBA in Figure 11a, its child

edges are ordered BG, GA. Therefore, in this example the color of the child edges are c1 = 1 and c2 = 4. Further, three

additional edges are created in the element’s interior: GE, EF and FG. Each edge is prescribed the color of the parent edge245
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Figure 12: The maximum number of refined neighbors a coarse triangle (center) can have is six.
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(c) Middle element is anisotropically refined.

Figure 13: Coloring on anisotropically refined triangles.

to which it is parallel, e.g. GF takes the color of AD because they are parallel.

Coarsening the mesh consists of merging four small elements into one. In the coarsened triangle, a parent edge takes the

color of the interior child edge to which it is parallel. That is, the coarsened triangle inherits the colors of the interior small

triangle. This approach recovers the coloring of the parent edges before refinement.

It is also possible to refine less aggressively, replacing an element with two child elements, i.e. refine anisotropically, see250

Figure 10c. We illustrate the process in Figure 13. If there is at most one level of refinement difference between adjacent

triangles, then a triangle can have at most six neighbors, as in the case of isotropic refinement. Therefore, an optimal coloring

would comprise only six colors. In Figure 13a, the initial conforming mesh is composed of four triangles with the colors of the

interior edges indicated. In Figure 13b, the outer triangles are anisotropically refined; the edge colors of the middle triangle

are determined by the mapping described in the isotropic algorithm. At this stage, all six of the allowed colors are present on255

the middle triangle. Finally, we anisotropically refine the middle triangle in Figure 13c and a problem arises. None of the six

colors can be applied to the newly created edge without creating a conflict. Two possible solutions to this problem are: (1)

we may launch the conflict resolution routines described in Section 3 or (2) we may introduce additional colors. Executing a

conflict resolution at runtime may be expensive and unpredictable, so nonoptimal number of colors may be a better solution.

4. Mesh coloring examples260

In the this section, we present a number of examples on meshes of different sizes and geometries for the coloring algorithm.

Domains were discretized using the mesh generator GMSH [21]. The coloring algorithm successfully assigns approximately

the same number of edges to each available color in a reasonable amount of time. All coloring examples were executed on an

Intel Core i7 2.6 GHz processor.
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Triangular mesh No. elements/edges No. edges in each color Coloring time (s)

Rect A 14,956/22,614 7,536 7,541 7,537 0.71

Rect B 59,012/88,878 29,624 29,628 29,626 3.22

Rect C 236,586/355,599 118,543 118,530 118,526 16.61

Rect D 946,926/1,421,829 473,930 473,944 473,955 79.83

Rect E 3,794,268/5,694,282 1,898,089 1,898,081 1,898,112 394.71

Sphere A 3,024/4,536 1,512 1,512 1,512 0.28

Sphere B 46,648/69,972 23,324 23,324 23,324 5.67

Sphere C 754,960/1,132,440 377,480 377,480 377,480 123.15

NACA-0012 2,202 / 3,422 1,139 1,147 1,136 0.05

Horse 96,962/145,443 48,481 48,481 48,481 31.56

Hand 654,666/981,999 327,333 327,333 327,333 2,868.63

Lake Ontario 220,773/341,632 113,868 113,875 113,889 6.03

Table 1: Coloring statistics for triangular element meshes.

4.1. Triangular element meshes265

The meshes we consider are shown in Figure 14. We color a sequence of meshes on rectangular and spherical domains

(A, B, ..., E, ordered from coarsest to finest); the first meshes in both sequences are plotted in Figure 14a and 14b. Next,

we discretize a domain containing the NACA-0012 airfoil, i.e., a mesh with a cavity plotted in Figure 14c. We also consider

shell meshes of a horse and a hand in Figures 14d and 14e. The geometries of these meshes were obtained from the Large

Geometric Models Archive at Georgia Tech (http://www.cc.gatech.edu/projects/large_models/index.html). Finally,270

we have obtained the coastline geometry for Lake Ontario from [22], and colored its triangulation shown in Figure 14f. Note,

the sequence of meshes on rectangular domains are not obtained through nested refinement, though the ratio of the number

of elements in consecutive meshes is approximately four. We give the coloring statistics for these meshes in Table 1. With

the exception of the hand geometry, all of the coloring times are fast. Even for a ∼ 3.8 million element mesh of triangles,

the runtime was below seven minutes. The hand geometry is a closed surface with holes. The hand surface mesh, which is275

comprised of ∼ 700, 000 triangles, was particularly difficult for the algorithm, terminating in approximately fifty minutes.

We attribute this to the lack of boundary edges in the surface mesh and its topological complexity. When a conflict reaches

a domain boundary, it can be resolved immediately, see Section 3.1. With the absence of boundary edges, conflicts continue

propagating inside the mesh until resolution.

Note:280

If a snark is encountered on a triangular mesh that is not isomorphic to a plane or sphere, then a coloring algorithm

attempting to use only three colors will fail. As explained in Section 2, snarks cannot be colored with three colors. For

completeness, we advise increasing the number of colors available to the algorithm from three to four; such an edge coloring

exists by Vizing’s theorem stated above. The 18-node Blanuša snark and the corresponding triangular mesh are shown in

Figure 5. An admissible edge coloring with four colors given by the algorithm presented in Section 3 is shown in Figure 15.285

17
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(a) Rectangular mesh A (b) Spherical shell A. (c) NACA-0012.

(d) Horse shell mesh. (e) Hand shell mesh.

(f) Lake Ontario (refined near coast).

Figure 14: Triangular element meshes.18
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Figure 15: The 18-node Blanuša snark mapped from the torus onto a plane, colored with fours colors. Note: the horizontal and vertical boundaries

are periodic.

Quadrilateral mesh No. elements/edges No. edges in each color Coloring time (s)

Rect A 7,241/14,662 3,663 3,663 3,670 3,666 0.55

Rect B 28,528/57,416 14,347 14,349 14,367 14,353 2.49

Rect C 114,056/228,832 57,207 57,202 57,207 57,216 13.09

Rect D 456,327 (2)/914,097 228,523 228,526 228,535 228,513 62.79

Sphere A 1,467 (4)/2,940 735 735 735 735 0.15

Sphere B 23,413 (4)/46,832 11,708 11,708 11,708 11,708 4.11

Sphere C 367,223 (76)/734,560 183,638 183,638 183,641 183,643 54.26

Lake Ontario 96,271 (28,297)/245,461 61,348 61,419 61,362 61,332 3.34

NACA-0012 5,270(2,114)/13,830 3,447 3,470 3,451 3,462 0.09

Table 2: Coloring statistics for quadrilateral element meshes. Note: the recombination algorithm did not terminate with a fully quadrilateral mesh

on the sphere and lake Ontario geometries; the number in parentheses is in the remaining number of triangles in the quadrilateral dominant mesh.

4.2. Quadrilateral element meshes

The meshes of unstructured quadrilateral elements are shown in Figure 16. We mesh these geometries with GMSH [21],

achieving a quad-dominant mesh. We color a sequence of meshes on rectangular and spherical domains (A, B, ..., D, ordered

from coarsest to finest); the first meshes in both sequences are plotted in Figure 16a and 16b. Additionally, we consider the

quad-dominant mesh on the lake Ontario geometry in Figure 16c. Finally, we consider the quadrilateral-triangular hybrid290

mesh of the NACA-0012 airfoil in Figures 16d and 16e; the boundary layer and far-field are composed of quadrilateral and

triangular elements, respectively. The coloring statistics for these meshes are given in Table 2.

4.3. Tetrahedral element meshes

The meshes of tetrahedral elements are shown in Figure 17. We color a sequence of meshes on a prismatic domain (A,

B, and C, ordered from coarsest to finest); the first mesh in the sequence is plotted in Figure 17a. We color the mechanical295

part in Figure 17b, the geometry of which was obtained from the GMSH demonstration files [21]. Finally, we extrude the

19



(a) Rectangular domain A. (b) Spherical domain A.

(c) Lake Ontario.

(d) NACA-0012: quadrilateral boundary layer and triangular far-field. (e) NACA-0012: zoom-in of boundary layer.

Figure 16: Quadrilateral element meshes.20



Tetrahedral Mesh No. elements/faces No. edges in each color Coloring time (s)

Prism A 505/1,180 295 298 295 292 0.014

Prism B 15,435/32,944 8,217 8,226 8,254 8,247 0.48

Prism C 900,575/1,835,248 458,769 458,854 458,856 458,769 65.05

Part A 13,170/29,677 7,433 7,424 7,397 7,423 0.38

Part B 3,942,533/8,065,596 2,016,256 2,016,443 2,016,359 2,016,538 256.49

NACA-0012 A 42,065/90,153 22,558 22,530 22,516 22,549 1.33

NACA-0012 B 2,774,977/5,656,946 1,414,109 1,414,150 1,414,199 1,414,488 188.28

Table 3: Coloring statistics for tetrahedral element meshes.

(a) prism A. (b) part A. (c) NACA-0012 mesh A (only surface faces

shown).

Figure 17: Tetrahedral element meshes.

NACA-0012 geometry displayed in Figure 14c to obtain the three dimensional mesh displayed in Figure 17c. We give the

coloring statistics for these meshes in Table 3.

4.4. Hexahedral element meshes

We consider two geometries obtained from the GMSH demonstration files [21]: a cube with a spherical cavity and300

mechanical part. For each geometry, we color two meshes (A and B) ordered from coarse to fine. The coarse meshes are

plotted in Figure 18; we display an outside and cut view of the spherical cavity in Figures 18a and Figures 18b. The

mechanical part is shown in 18c. The coloring statistics for these meshes are shown in Table 4.

Hexahedral mesh No. elements/quad faces No. faces in each color Coloring time (s)

Spherical cavity A 4,374/13,608 2,260 2,264 2,269 2,275 2,276 2,264 0.19

Spherical cavity B 355,914/1,076,868 179,495 179,488 179,495 179,454 179,469 179,467 29.49

Part A 12,390/40,103 6,709 6,688 6,693 6,685 6,669 6,659 0.75

Part B 159,430/500,245 83,389 83,423 83,402 83,325 83,341 83,365 11.16

Table 4: Coloring statistics for hexahedral element meshes.
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(a) Outside view of the cube with spherical cavity mesh A. (b) Cut view of the cube with spherical cavity mesh A.

(c) Part A.

Figure 18: Hexahedral element meshes.
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Prismatic mesh No. elements/tri faces/quad faces No. faces in each color Coloring time (s)

Lake Ontario 1,105,955/1,327,146/1,711,305 607,579 607,771 607,631 607,486 607,984 35.07

NACA-0012 A 14,640/16,104/22,610 7,763 7,727 7,719 7,754 7,751 0.48

NACA-0012 B 287,030/315,733/433,190 149,832 149,828 149,818 149,784 149,661 11.14

Table 5: Coloring statistics for prismatic element meshes.

Hybrid mesh No. tet/pyr/pri/tri/quad elements No. faces in each color Coloring time (s)

A 50/65/1,785/2,400/2,800 1,043 1,035 1,038 1,049 1,035 0.05

B 800/940/467,940/565,361/703,885 253,704 253,861 253,951 253,804 253,926 14.05

Table 6: Coloring statistics for prismatic, tetrahedral, and pyramidal element hybrid meshes.

4.5. Prismatic element meshes

Prismatic elements in GMSH are obtained by first discretizing a two dimensional domain with triangles. The triangles305

are then extruded along a direction to form layers of prisms. Taking the geometry for lake Ontario in Figure 14c, we mesh

the two dimensional domain with triangles and extrude five layers of prisms (Figures 19a and 19b). The same process is done

on the two dimensional NACA-0012 mesh, a coarse and a fine mesh with 10 layers of prisms. The coarse mesh is shown in

Figure 19c. The coloring statistics for these meshes are shown in Table 5.

4.6. Prismatic, tetrahedral, and pyramidal element hybrid meshes310

A hybrid mesh of prisms, pyramids, and tetrahedra can be created by meshing first a rectangular face with triangles, see

Figure 20. Then, that face is extruded by rotation about an axis of symmetry. Directly on the axis of symmetry will be

alternating layers of tetrahedra and pyramids, as shown in Figures 20a and 20b. On top of these elements will be a layers of

prisms, as shown in Figure 20c. This geometry was obtained from the GMSH demonstration files [21]. The coloring statistics

for a coarse and fine mesh are shown in Table 6.315

5. Algorithm performance

We now consider meshes on a simple rectangular domain discretized with triangles and quadrilaterals, and the prismatic

domain discretized with tetrahedra. In Figure 21, we plot two metrics that measure the performance of the coloring algorithm.

In Figure 21a, we display the number of conflicts present in the meshes for the different element geometries (triangles,

quadrilaterals, and tetrahedra) after the modified greedy coloring. We note that the number of conflicts seems to scale320

linearly and depends only on the number of surfaces, i.e., edges or faces, in the mesh. In Figure 21b, we plot the time it takes

these same meshes to be colored (both modified greedy coloring and conflict resolution) according to the two algorithms in

Section 3. The coloring runtime appears to scale approximately linearly on the rectangular and prismatic domains.

5.1. Memory savings

By coloring the edges of the mesh, a substantial amount of memory can be saved. If the edges were not colored, two buffers325

for the surface contribution to the left and right elements would have to be allocated. The necessary memory for these buffers

in double precision can be calculated with the formula 2×(Np basis functions )×(Neq equations )×(Ns surfaces )×(8 bytes).

Two buffers are needed because there are two different surface contributions to the left and right elements of a surface in

the DG method. For the Euler equations, we show in Table 7 the memory saved on mesh E of triangular elements on the
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(a) Overview of lake Ontario mesh. The red dotted box is the region displayed in Figure

19b.

(b) Zoom of lake Ontario prismatic mesh.

(c) NACA-0012 A; only external element faces are shown.

Figure 19: Primatic element meshes.
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(a) Tetrahedral elements only (b) Pyramids and tetrahedra (c) Tetrahedra, Pyramids, and Prisms - total

mesh.

Figure 20: Prismatic, tetrahedral, and pyramidal hybrid mesh.
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Figure 21: Coloring algorithm performance.
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Order of approximation p 1 2 3 4 5

Memory saved (GB) 1.09 2.18 3.64 5.46 7.65

Table 7: Memory saved from removing the buffer needed for the mesh E of 3,794,268/5,694,282 (elements/edges) of triangular elements on the

rectangular domain in Table 1 for orders of approximation 1 to 5 for the Euler equations.

rectangular domain for various orders of approximation p. On GPUs, this is a non-negligible amount of memory, reaching330

7.65 GBs for p = 5.

6. Data ordering

On GPUs, optimal memory throughput is achieved when sequential threads access sequential locations in memory [23].

Coloring the edges with a minimal number of colors yields a straightforward procedure for ordering the elements and surfaces

such that coalesced accesses are favored We note, however, that the elements in arbitrary unstructured grids cannot be335

ordered such that all memory accesses are coalesced.

The parallel DG-GPU flow solver described in [3] assigns one thread per edge in the surface computation kernel. Each

thread loads the data for left and right elements that share the edge. These memory accesses for edges will be coalesced if

sequential edges have sequential left and right elements, i.e., the kth thread loads data for the left element at memory location

offset1 + k and data for the right element at memory location offset2 + k. Without element and edge reordering, these340

accesses will likely be uncoalesced due to the irregular nature of unstructured meshes.

Algorithm 5 Reordering and renumbering

procedure element renumbering

. Assume pointers to edge objects are stored in the list edge list and that they are ordered by color, i.e. edges at

the indices {0, 1, ..., N1 − 1} are of color 1.

count = N1

for i ∈ {0, 1, 2, ..., N1 − 1} do

. Renumber the left and right elements based of the edges of color 1.

le = edge list[i].left elem

re = edge list[i].right elem

le.new id = i

if re is not a ghost cell on a boundary edge then . Ghost cells are always right elements.

re.new id = count

count+=1

end if

end for

. Reorder the elements using the new numbering stored in new id.

end procedure

Mesh connectivity is stored as pointers: an edge points to the two elements that share it. Table 8 a) shows an excerpt

of edgewise connectivity data required for an unstructured mesh. The kth row stores data for edge ek. The first and second

columns store the element numbers of each edge’s left and right element. For example, e0 has left element Ω54 and right

element Ω32.345
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Edge Left Element Right Element

0 54 32

1 8 17
...

...
...

N1 − 2 25 12

N1 − 1 2 13

a)

Edge Left Element Right Element

0 0 N1

1 1 N1 + 1
...

...
...

N1 − 2 N1 − 2 2N1 − 2

N1 − 1 N1 − 1 2N1 − 1

b)

Table 8: a) arbitrary unstructured edgewise connectivity data for edges in color 1, where N1 is the number of edges of color 1. b) the left and right

elements of the edges of color 1 are renumbered such that they are consecutive in memory with respect to the ordering of edges in color 1.

Edge Left Element Right Element

N1 103 65

N1 + 1 0 43
...

...
...

N2 − 2 34 47

N2 − 1 2 209

a)

Edge Left Element Right Element

N1 0 43

N1 + 1 2 209
...

...
...

N2 − 2 102 31

N2 − 1 103 65

b)

Table 9: a) connectivity data for edges in color 2, where N2 is the number of edges of color 2. b) edges are reordered with ascending left element.

5 colors 3 colors Element renumbering Edge reordering Solver runtime (s)

x 166.79

x 158.14 (1.05x)

x x 177.93 (0.93x)

x x 153.31 (1.08x)

x x x 144.75 (1.15x)

x x x 129.34 (1.28x)

Table 10: Execution runtimes for 1000 timesteps of the double Mach test problem with p = 1 on a rectangular domain with 627,326 triangular

elements and 942,162 edges for different data reorganization strategies. The number in parentheses is the speed-up relative to the unordered,

unrenumbered mesh of five colors.
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Mesh A B C D E

Time (s) 0.06 0.28 1.21 5.10 24.28

Table 11: Total renumbering and reordering times for the two-dimensional meshes A-E of triangles on the rectangular domain in Table 1, with

three colors.

Based on the edge coloring, we use the following element and edge renumbering method, described in [12], to reduce

occurrences of irregular access patterns. This is done as a mesh preprocessing stage. First, color the edges of the mesh and

reorder them based on their assigned color, i.e. edges 0 to N1 − 1 are of color 1, where N1 is the number of edges of color 1,

followed by edges of color 2 and 3. That is, we have a connectivity table as shown in Table 8 a) for color 1.

Next, the left and right elements of the kth edge in color 1 are renumbered as element k, and N1 + k, respectively, where350

N1 is the number of edges in color 1. Table 8 b) represents the renumbered connectivity data for the edges in color 1. Because

every element has exactly one edge of color 1, all the elements in the mesh are renumbered.

This procedure yields entirely coalesced accesses for the edges in color 1, i.e. for approximately a third of the edges for

triangles and a fourth of the edges for quadrilaterals and tetrahedra.

The pseudocode for this procedure is described in Algorithm 5; each element is treated as an object, the new prescribed355

numbering for an element elem is stored in its variable newID.

Because all the elements have been renumbered, the order of the left and right elements of edges in the remaining color

groups may not be consecutive, as shown in Table 9 a). We can no longer renumber elements, but we can reorder edges in

these groups so that the left element numbers are in ascending order, see Table 9 b). Therefore some memory transfers for

left elements will be coalesced.360

Reorganizing the mesh can be done efficiently using hash tables even for problems of substantial size. For example,

the total element reordering and edge renumbering time of mesh E of triangles on a rectangular domain with three colors

presented in Table 1 (3,794,268 elements and 5,694,282 faces) is 24.28 seconds. For the other meshes of triangular elements

(meshes A-E), see Table 11.

6.1. Data ordering examples365

We now apply this element and edge renumbering scheme to the DG-GPU solver for the double Mach reflection test

problem described in [3] on an NVIDIA GTX 580 graphics processing unit, which has 3 GB of video memory. We run

the solver with a polynomial approximation p = 1 for 1000 timesteps on a rectangular domain with 627,326 triangular

elements and 942,162 edges. In Table 10, we measure the solver performance by comparing the runtimes of a mesh colored

with optimal three colors and meshes with suboptimal five colors. Compared with a mesh of five colors without element370

renumbering or edge reordering, we find that reducing the number of colors gives minor improvement (1.05x speed-up). These

savings result from less overhead from kernel launches [8]. We also report the runtime for element-renumbered meshes that

were colored with three and five colors. Here, using more colors than required actually increases runtime. Next, we combine

element renumbering and edge reordering. With five colors, we have an improvement of 1.15x. The speed-up increases to

approximately 1.28x when the renumbered and reordered mesh has three colors.375

7. Conclusion

We have presented a simple method to mitigate the race condition that arises during the surface integral evaluation of

shared-memory-based parallel DG and finite volume type flow solvers. Although we do not test on a finite volume solver, our
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approach is applicable to this method as well. The main motivation of this work is to reduce the memory footprint of the

code by eliminating buffers [3, 4, 5]. This procedure colors the edges of unstructured triangular, quadrilateral, tetrahedral,380

hexahedral and hybrid meshes using an optimal number of colors; as a result, the number of kernel launches is reduced,

contributing to code simplicity. The algorithm is executed in a preprocessing stage. The colored mesh can be saved and used

as an input mesh for different problems. We do not have a proof that the coloring algorithm always terminates. However,

we have not encountered a mesh for which it failed to do so. We note that practical edge coloring algorithms existing in

literature [18, 19] do not have formal proofs either.385

We have proposed a coloring algorithm extension to adaptive mesh refinement. With isotropic refinement, adaptive

coloring is a simple mapping from the original coloring in 2D, which can be done quickly during runtime in parallel as part

of adaptive mesh refinement.

The same coloring algorithm is used for reorganizing the DOFs in memory to reduce access latencies. The reordering

scheme allows for approximately a 1.28x speed-up when applied to a DG solver of the Euler equations in two-dimensions390

with p = 1.

The edge coloring algorithm can also serve as an approach to quadrilateral mesh generation. Deleting all the edges of one

chosen color creates a mesh comprised of quadrilaterals everywhere in the domain interior. This is similar to Blossom-Quad

[24], a perfect matching algorithm. It will be interesting to investigate if our coloring algorithm yields meshes of comparable

quality in a similar amount of time. We leave this for future work.395
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[17] D. Blanuša, Problem cetiriju boja, Glasnik Mat. Fiz. Astr. Ser. II 1 (1946) 31–42.

[18] T. T. Lee, Y. Wan, H. Guan, Randomized δ-edge colouring via exchanges of complex colours, International Journal of

Computer Mathematics 90 (2) (2013) 228–245.

[19] M. A. Fiol, J. Vilaltella, A simple and fast heuristic algorithm for edge-coloring of graphs, ArXiv e-printsarXiv:1210.

5176.435

[20] W. Bangerth, R. Hartmann, G. Kanschat, deal.II – a general purpose object oriented finite element library, ACM Trans.

Math. Softw. 33 (4) (2007) 24/1–24/27.

[21] C. Geuzaine, J.-F. Remacle, Gmsh: A 3-D finite element mesh generator with built-in pre-and post-processing facilities,

International Journal for Numerical Methods in Engineering 79 (11) (2009) 1309–1331.

[22] D. J. Schwab, D. L. Sellers, Computerized bathymetry and shorelines of the great lakes, NOAA Data Report ERL440

GLERL-16.

URL https://www.glerl.noaa.gov/pubs/tech_reports/glerl-016/dr-016.html

[23] NVIDIA, CUDA C Programming Guide v7.5, Last updated September 1, 2015.

URL http://docs.nvidia.com/cuda/cuda-c-programming-guide/

30

http://on-demand.gputechconf.com/gtc/2012/presentations/S0031-Unstructured-Grid-Numbering-Schemes-for-GPU-Coalescing-Requirements.pdf
http://on-demand.gputechconf.com/gtc/2012/presentations/S0031-Unstructured-Grid-Numbering-Schemes-for-GPU-Coalescing-Requirements.pdf
http://on-demand.gputechconf.com/gtc/2012/presentations/S0031-Unstructured-Grid-Numbering-Schemes-for-GPU-Coalescing-Requirements.pdf
http://on-demand.gputechconf.com/gtc/2012/presentations/S0031-Unstructured-Grid-Numbering-Schemes-for-GPU-Coalescing-Requirements.pdf
http://arxiv.org/abs/1210.5176
http://arxiv.org/abs/1210.5176
http://arxiv.org/abs/1210.5176
https://www.glerl.noaa.gov/pubs/tech_reports/glerl-016/dr-016.html
https://www.glerl.noaa.gov/pubs/tech_reports/glerl-016/dr-016.html
http://docs.nvidia.com/cuda/cuda-c-programming-guide/
http://docs.nvidia.com/cuda/cuda-c-programming-guide/


[24] J. Remacle, J. Lambrechts, B. Seny, E. Marchandise, A. Johnen, C. Geuzainet, Blossom-quad: A non-uniform quadri-445

lateral mesh generator using a minimum-cost perfect-matching algorithm, International Journal for Numerical Methods

in Engineering 89 (9) (2012) 1102–1119.

31


	Introduction
	CUDA
	The discontinuous Galerkin method
	DG on GPUs
	Resolving the race conditions
	Data renumbering and reordering

	Face coloring
	Approaches to coloring

	Algorithm
	Coloring algorithm on conforming meshes
	Coloring algorithm on nonconforming meshes

	Mesh coloring examples
	Triangular element meshes
	Quadrilateral element meshes
	Tetrahedral element meshes
	Hexahedral element meshes
	Prismatic element meshes
	Prismatic, tetrahedral, and pyramidal element hybrid meshes

	Algorithm performance
	Memory savings

	Data ordering
	Data ordering examples

	Conclusion
	Acknowledgment

